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Prepared by Sharon Satnick, Senior Software Engineer, ATI Technologies, Inc. from a presentation given by Phil Rogers, Director of 3D Software Engineering, ATI Technologies, Inc. entitled "ATI Technologies, Inc.: Leading the Industry in Multimedia Technology" to the Computer Game Developers Conference, May 1997. ATI is commited to helping the development community make use of new technologies. To that end, ATI has prepared a series of papers dealing with these issues as they arise. This paper is focused on AGP usage.





What is AGP and what does it do for me?


The Accelerated Graphics Port (AGP) is a bus specification from Intel Corporation that allows all installed system memory to be used as texture memory, yielding a huge texture footprint. It is basically a superset of PCI and AGP is much faster. Typically the effect is that a traditional 2 MB card, under AGP, will offer a "magical" 4 to 8 MB of additional texture space when AGP is present. 


Another advantage is that under AGP, texture fetches (retrieving the texture data from memory) will no longer have to compete with other accesses to the frame buffer (i.e., writing to video memory).





Scalable applications (building an application that can take advantage of extra resources immediately if they are present) can take advantage of the extra texture space to have high resolution textures that look gorgeous.





Of the traditional 2 MB that comes on the typical current generation video card, and especially on the very high volume motherboard-based graphics system, usually very little is left for textures after frame buffers and z buffer are allocated. Games that have a lot of textures will constantly have to swap textures in and out this minimal space. This is called texture thrashing, and games that suffer from it will show an immediate and significant performance improvement when run on AGP systems. Thus, the current generation of games can benefit now from AGP, too.





Bus snooping (validation of cached data with system memory data, which basically involves extra interaction for every memory transaction) is enabled for PCI  bus accesses. This is a significant performance hit for PCI accesses, because PCI bus data cache snoops stall the processor for the validation cycle. Snooping is disabled for AGP accesses, so there is no performance loss.  





Execute vs. DMA Mode


There are two transfer modes of which an AGP implementation may take advantage. The first is DMA mode. In DMA mode processing is sequential: the transfer through AGP (i.e, the texture data transfer) must finish before any rendering can take place. Although less expensive to implement, the DMA transfer mode is slower than the EXECUTE transfer mode. In the EXECUTE transfer mode,  AGP transfer and rendering, or other on-board processing, may occur concurrently leading to faster overall processing.





ATI is currently the only OEM that supports AGP using the EXECUTE method of data transfer, using its RAGE PRO chipset. This EXECUTE mode allows, for example, a 133 MHz ATI AGP implementation to have texture throughput that is virtually the same as local video texture throughput. In other words, using the EXECUTE MODE allows real time texturing from system memory at 133 MHz. AGP systems that function using only a DMA transfer mode may show a perceptible lag in throughput, even though the bus speed may be higher!





1X, 2X, Sideband and Pipelining 


Executing AGP in '1X' mode means using the bus with AGP protocol at a 66 MHz data transfer rate, while execution in the '2X' mode refers to a 133 MHz data transfer rate . Obviously, the '2X' mode is preferable. 





Pipelining refers to the ability of AGP to issue mulitple read addresses prior to data coming back. In a PCI architecture, an address is sent over the bus, and data from that address must be received before any further addresses may be sent. AGP pipelining allows up to 35 outstanding requests for data at any one time. This is a huge performance win.





AGP with Sideband refers to an additional set of address lines that can be used simultaneously with the main bus and serves to allow concurrency between address transfer (along the Sideband) with data (along the main bus). Thus AGP with Sideband yields an additional performance improvement over pipelined AGP alone. Note that these additional address lines are not utilized by a PCI implementation without AGP protocol. 





Some performance comparisons follow:





AGP 2X with Pipe/Sideband:   	attains a transfer rate of over 500 MB/s for data sizes between 2 					and 16 DWORDs.


AGP 2X with Pipe: 		attains a transfer rate of about 210 MB/s for data sizes of 2 					DWORDs increasing to about 430 MB/s for data sizes of 16 					DWORDs.


AGP 1X with Pipe/Sideband: 	attains a transfer rate of about 260 MB/s for data sizes between 					2 and 16 DWORDs.


AGP 1X with Pipe: 		attains a transfer rate of about 150 MB/s for data sizes of 2 					DWORDs increasing to about 250 MB/s for data sizes of 16 					DWORDs.





In summary, there are three ways that AGP improves performance and data transfer concurrentcy over PCI. These are:





Cache snooping. Snooping is always enabled for PCI accesses to main memory, and never for AGP.





Pipelining. AGP allows address pipelining, PCI does not.





Sideband. AGP allows use of additional address lines, PCI does not. 





ATI is currently the only OEM that has implemented '2X' AGP with Pipeline and Sideband support. This, in addition to ATI's use of the EXECUTE mode, means that there is no perceptible speed difference in texture data throughput for AGP vs. local video memory usage for AGP enabled ATI systems.





Development Approach


DirectX5 is required on AGP systems. Note, however, that Microsoft did an excellent job of maintaining backward compatability with DirectX2 and DirectX3. All textures under these older versions are candidates for AGP, that is, performance with these textures will be enhanced by use of AGP. Under DirectX5, using AGP may be as simple as setting a single flag during texture surface creation. 





DirectDraw, under DirectX5, provides a flag (as part of the DDSCAPS structure) for texture surface creation on AGP systems. This is specified as DDSCAPS_LOCALVIDMEM or DDSCAPS_NONLOCALVIDMEM. DDSCAPS_LOCALVIDMEM  directs the surface to be created in on-board video memory (i.e., video memory that can be used for the frame buffer). DDSCAPS_NONLOCALVIDMEM directs the surface to be created in AGP memory, if present,  and in system memory otherwise. The use of this flag on all textures allows fine control of allocation on AGP systems by the application. In general, leaving allocation up to the driver will result in as many textures as possible being placed in the frame buffer and the rest being placed in AGP memory.





It is generally recommended that textures that are the most heavily used be kept in video memory, so they should be created using the DDSCAPS_LOCALVIDMEM flag. It is also recommended that the most heavily used textures are the first loaded into memory, whenever possible.





In almost all its incarnations AGP will provide some benefit, but beware of the following issues.





Some AGP implementations, typically of the '1X'  66 MHz PCI variety, copy textures from AGP memory to the frame buffer before performing any texturing, causing serious performance degradation.





DMA transfer mode is always slower than the equivalent AGP system that utilizes EXECUTE mode for it's AGP texture data transfer. As stated above, this causes reduced concurrency as texture data transfer across AGP must complete before any other processing (such as rendering) can begin.





 Many AGP implementations have no Sideband support, again reducing overall transfer rates (as described above).





Why AGP Matters to OEMs and Developers


Hardware OEM adoption of the AGP specification by will be rapid and wide-spread. Millions of AGP systems will be shipped in 1997 and tens of millions in 1998. Another big gain for OEMs is the cost savings implied by only having to install 2 MB of video memory. This 2 MB will be used for front and back frame buffers and a Z buffer. This does imply, however, that hardware Z buffers will be 16 bits deep for the next two years. Currently this is sufficient for most applications. 





From an application developer's perspective, a minimum of coding changes will allow better implementation of character and object details, at a higher resolution, and the textures will appear smoother. Given that AGP performance is rapidly becoming comparable to local video memory performance in terms of texture throughput, there is no reason not to build support for it into all new applications. Scalable application design now will allow developers to seamlessly take advantage of AGP's huge texture footprint in the near futur
